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Key Insight #1: Data lakes were 
not envisioned to move data 
into and then out again to gain 
access to a service.
“Logs get big and there are require-
ments for long retentions.” —T.H.

“A lot of the status quo on how to 
build out a logging solution has caused 

substantial time, cost and complexity. 
We [at ChaosSearch] wanted to intro-
duce an idea that a data lake platform 
could really solve these core challenges 
and limitations.” —T.H.

“For data analysis, many of today’s 
data lake solutions move users’ data to 
external analysis services. Many exter-

nal services are compli-
cated, particularly at 
[large] scale.” —T.H.

“It doesn’t seem like 
the right solution for a 
data lake: Put the data 
in, move it out, move it 
around, then put it back 

into the data lake. That 
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Expert insights from the recent ChaosSearch webcast, “How a Fast-Growing 
SaaS Scaled Log Analytics While Saving 30% per Month.”
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We considered spinning up a self-managed ELK but 
watched our competitors struggle using ELK when 
they had vast amounts of historical data.” 

– Jimmy McDermott, CTO and Co-founder, Transeo



wasn’t the promise or vision 
of what a data lake should 
be. However, this is kind of 
the status quo today.” —T.H.

“Each extra service, 
implemented as users try 
to analyze more and more 
data within a data lake, can 
be a massive undertaking of 
time, cost and complexity.” 
—T.H.

Key Insight #2: If your 
critical data is siloed in 
multiple data sources, you 
cannot get quick answers for 
decision-making.
“How do you do analysis between mul-
tiple data sources? Today you don’t—
or you do a lot of work, sending it to 
a new database, moving and ETL-ing 
[extracting, transforming and loading] 
data to do this for temporary analysis. 
So with multi-API access to your data 
lake, these multiple use cases of search, 
BI [business intelligence] or ML 
[machine learning] are on one platform. 
That’s why a data lake is so crucial 
to this vision; store everything in one 
place, index at once, and then choose at 
your discretion how you want to access 
and analyze that data. Our customers 
will now have that option.” —T.H.

Key Insight #3: Data lake users 
who require cost reduction, 
complexity reduction, and  
performance improvements  
will welcome services that 
require no movement for  
external data analysis. 
“Our [Transeo’s] data lake’s mission is to 
digitize a large variety of K-12 students’ 
data over many years. Logging is one big 

monolithic service; we have many types 
of logging inputs and outputs which have 
extraordinary real-life student impacts if 
we don’t do everything right. We consid-
ered spinning up a self-managed ELK 
but watched our competitors struggle 
using ELK when they had vast amounts 
of historical data.” —J.M.

“ChaosSearch responded to our needs 
for streaming logs from Kubernetes to 
[Amazon] S3 with retention policies on 
these objects so that S3 moves them to 
the cold storage [retention], saving us 
even more money.” —J.M. 

Key Insight #4: You can leverage  
the promise of data lakes without  
data movement.
“What we [at Transeo] want to do 
is activate our data lake to deliver 
on the true promise of what the lake 
was intended to be: simple to store, 
straightforward to analyze, fulfilling 
the dream of one repository—but, hav-
ing multiple access points of analysis, 
search [functions] for log analytics, 
relational support for BI analytics, etc. 
With the ChaosSearch solution, you 
can leverage the promise of data lakes 
without moving data out, but rather 

having APIs acting directly on 
data in place. And, of course, 
ultra-fast performance in the data 
lake.” —J.M.

Key Insight #5: To make the 
most of their data lakes, organi-
zations should explore solutions 
that include multi-API support 
for BI and ML.
 “With multi-API support, customers  
can create dashboards for all their 
product stakeholders; gather structured 
and unstructured data in one place; and  
implement new governance around data 
access. ChaosSearch customers will 
have support for multi-API access, sup-
porting multiple use cases of search, BI 
and ML on one platform. That’s why 
it’s so crucial to data lake users to store 
everything in one place, index at once, 
and then choose at their discretion how 
they want to access the data.” —T.H.

SPONSORED CONTENT
Bl

ue
 P

la
ne

t S
tu

di
o 

/ S
hu

tte
rs

to
ck

.c
om

SPONSORED BY:

For more information about  
the ChaosSearch Data Lake 

Platform, visit 
https://www.chaossearch.io/

For data lakes’ content to be searched effectively, it 
needs to be indexed. Traditional indices supporting 
full-text search are always extensive. ChaosSearch 
developed a way to combine data lake compression 
and indexing that is much more space-efficient than 
existing methods. 

– Thomas Hazel, CTO and Founder, ChaosSearch

https://www.chaossearch.io/platform/why-chaos

