
The emergence of microservices as the default cloud-native architecture has yielded a massive 

increase in infrastructure complexity. This fact, along with the continuous growth in application 

usage, has led to an exponential increase in telemetry generated. The combination of these factors 

has created a conundrum: the increase in infrastructure complexity requires a centralized repository 

of all telemetry for monitoring and troubleshooting, but the exponential increase in data growth and 

need for retention results in ballooning costs. The former led to the emergence of observability, but 

the latter has made it a mirage, with companies having to continuously reduce the telemetry they 

analyze and the corresponding data retention in order to manage their observability costs, despite 

how essential monitoring of applications, services and architecture has become.

So, in the current efficiency-driven environment, how can organizations have the best of both 

worlds to truly deliver on the promise of observability? How can they ensure they have the  visibility 

they need to manage their IT systems with the retention they want while still managing costs?

That’s what has led to the emergence of best-of-breed observability. But to understand it, first  

it’s important to understand the pillars of observability and the cause of its runaway costs.

THE THREE PILLARS OF OBSERVABILITY
All three pillars are at their core, events, but they have complementary roles and are analyzed in  

a different way. Hence, their ideal database is different:
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SOLUTION BRIEF

THREE TENETS OF 
OBSERVABILITY

Metrics 

Measure specific dimensions  

that are relevant for a system

Traces 

Track the different events 

associated with a request  

across nodes of a system

Logs 

Register events that occur  

in a system

Metrics

Scale with the number of 

systems and metrics and 

are used for detection and 

monitoring over time via 

alerting and dashboarding. 

Ideally have very fast (ms/sec) 

response times, with ingest 

and queries at a small scale 

and often along a time variable  

 timeseries database

Traces

Scale with the number of 

requests, events, systems 

and usage. They are used 

to identify bottlenecks via 

visualizations of the latency/ 

number of events of a 

request  relational or  

timeseries database

Logs

Scale with the number of 

systems and events within 

them and usage. They are 

used to hunt for root causes 

of issues in a set of systems, 

which typically involves 

searching iteratively for strings 

over an unknown set of fields 

to find specific events within a 

time range in a large corpus of 

events  search database

In summary, metrics and traces 

are essential for monitoring, while 

logs are key for troubleshooting. 

To maximize insight and minimize 

costs they are ideally stored in 

different types of databases to 

optimize cost-performance.



“Taking a piecemeal 

approach to data 

analytics got expensive 

quickly, and it became 

difficult to pull insights 

together to paint a 

broader picture that 

spanned knowledge 

silos. That’s where I 

saw the ChaosSearch 

opportunity. It’s a more 

ubiquitous platform 

we can use to access 

data across disparate 

systems, at scale.”  

Jeff Kinsherf, SVP 
Engineering Services & SRE

PRICING MODELS AND DRIVERS OF RUNAWAY COSTS
There are two key pricing models for each of the pillars–either per GB (logs) or per host (metrics). 

Additionally, there are typically constraints around what/how to store data (i.e. retention for logs 

and number of metrics/host for metrics) because to make analytics fast, they need to store this 

data in memory in the underlying database (so amount of data stored is what drives their cost). 

While metrics costs typically grow with the number of hosts, logs costs grow with volume driven 

by number of hosts, number of users, number of logs and usage of the system. This often leads 

to logs cost typically growing faster with scale and challenging companies to find workarounds 

at scale: 1) reduce log retention and archive + rehydrate or 2) reduce log coverage—both of which 

make troubleshooting harder and create toil for developers and SREs.

THE SOLUTION
Eliminating these workarounds is critical to achieving observability. To do that at scale, companies 

must use the best database for each pillar of observability to optimize cost-performance. It’s also 

important to adopt a single user interface for each core activity (monitoring and troubleshooting).

ChaosSearch was uniquely designed to deliver on the promise of best-of-breed observability at scale. 

THE RESULT 
30-80% savings, a single UI per activity, deeper analytical capabilities. Why can’t I just send 

it all to ChaosSearch? You can. If 1 minute time to glass, seconds query resolution times and the 

analytical capabilities of OpenSearch Dashboards and Superset fit your needs, centralize all your 

telemetry in your cloud storage and activate it today with ChaosSearch.

Ingest all events into their cloud storage

Retain them for as long as they want at no additional cost

Analyze them using open APIs (ElasticSearch and Trino API) and open-source 
visualization tools (OpenSearch Dashboards and SuperSet)

Using ChaosSearch, all data remains in cloud object storage. This approach makes it easy to 

ingest and much cheaper to scale (30-80% savings vs. alternatives), with unlimited retention. In 

addition, open APIs seamlessly integrate with other solutions. That way, teams can execute on 

two paths to best-of-breed observability:

Leveraging an APM solution for monitoring 

alongside ChaosSearch for troubleshooting 

without limits.

Adopting a modular observability stack 

with best-of-breed databases, accessible via 

Grafana (and OpenSearch Dashboards).
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The ChaosSearch cloud data platform allows companies to:



BEST-OF-BREED OBSERVABILITY REALIZED
Cloud-native observability doesn’t need to be siloed or break the bank. Adopt a best-of-breed approach:

30-80% savings 
guaranteed at scale

Increase your coverage 
and retention

All hot with no 
rehydration or toil

ABOUT CHAOSSEARCH
ChaosSearch enables organizations to Know Better™ by activating the data lake for log analytics, delivering unparalleled operational investigation, 

visualization, and alerting at scale. ChaosSearch eliminates the architectural bottlenecks that cause today’s complex solutions to fail. The end 

result: rapid time to insights paired with simultaneous reductions in time, cost, and risk. Cloud-based organizations including Equifax, Blackboard, 

and Digital River rely on the ChaosSearch Cloud Data Platform to query their cloud object storage directly within their preferred visualization tools.

For more information, visit ChaosSearch.io or follow us on Twitter @ChaosSearch and LinkedIn.

info@chaossearch.com  |  www.chaossearch.io

APPROACH #1 
Apps for Monitoring, Lake for Troubleshooting

APPROACH #2  
Modular Observability Stack
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APPLICATIONS / TOOLS CONTAINERS INFRASTRUCTURE

Troubleshoot / Hunt Detect / Alert

Scale / Messiness

• Keep all logs, metrics, and traces with short retention  

(3-7 days) in your app for monitoring

• Keep all telemetry in ChaosSearch with unlimited retention 

with max. $0.80/GB

• Keep logs in ChaosSearch, Metrics in Prometheus, and 

traces in your DB of choice

• Unlimited retention of logs at “no” cost

• Access it all in Grafana for monitoring, and access data in 

ChaosSearch in OpenSearch Dashboards or Superset for 

deeper divesMajor FinTech Companies


