
TECHNICAL BRIEF

INTRODUCTION
ChaosSearch enables customers to Know Better™, activating the data lake for analytics. The 

ChaosSearch Data Lake Platform connects to and indexes data within a customer’s cloud storage 

environment, enabling search, SQL and machine learning workloads with infinite scale, lower cost,  

no data movement, and faster time to insights.

Whereas all other solutions require complex data pipelines consisting of parsing or schema changes, 

ChaosSearch indexes all data as-is, without transformation, while auto-detecting native schemas. 

Through open APIs, users continue working in the tools they know and trust, such as Kibana, Elastic, 

Looker, and Tableau. ChaosSearch overcomes the cost and complexity of competitive solutions, 

unlocking data retention limits and reducing costs up to 80%, delivered in a fully managed service. 

PLATFORM ARCHITECTURE
ChaosSearch is a data lake platform built for cost-effective, highly scalable text search and relational 

analytics. The foundation of ChaosSearch is a patented indexing technology that transforms a 

customer’s inexpensive, secure, and durable cloud object storage (Amazon S3 and Google Cloud 

Storage) into a hot, analytical data lake. The ChaosSearch Data Lake Platform indexes your cloud 

data, enabling search, SQL and machine learning workloads with infinite scale, lower cost, no data 

movement, and faster time to insights.

KEY BENEFITS

Patented Indexing  
and Compute

• Up to 20x compression

• Dynamic schema detection  
and auto data discovery

• Computational fabric separates 
storage from compute

Runs in Your Cloud

• All data and metadata stored 
in your s3/GCS

• Stateless and fault-
tolerant architecture: 11 
9s of durability with native 
replicability; 4 9s of availability

• Virtual-only views = full 
lineage and source of truth

Chaos Index® Chaos Fabric® Chaos Refinery®

Patented index reduces 

data size & time to insight, 

activating cloud object 

storage as a hot analytical 

data lake

Stateless compute fabric 

for seamless scalability and 

performance at scale

Clean, prepare, and 

transform data virtually, 

with no ETL or pipelines

Your cloud storage as a 

hot analytical Data Lake

Disruptive price/ performance 

and scalability

Faster time to insights

Published Open APIs

• Elasticsearch and SQL APIs  
available today

• Seamless integration with  
visualization tools

• Kibana included natively



Chaos Index®
Traditional search and relational analytics solutions are based on legacy technology. To support  

fast search/analytics over large datasets, legacy indexes become extremely large and require  

more compute and storage. You face a terrible choice: a costly and complex architecture, or less 

data retention. 

ChaosSearch is not an evolution of existing technology; the patented Chaos Index has uniquely 

solved a persistent, decades long computer science problem. The Chaos Index creates a compressed 

representation of your cloud object data—providing 10-20x compression—that is fully searchable 

and performant with game-changing economics. ChaosSearch enables organizations to keep all 

logs efficiently and compactly—even custom, nested JSON logs— without losing fidelity of insights.

Turn your Cloud Object Storage into  

a Hot Analytical Data Lake 

ChaosSearch automatically indexes and 

stores data directly within your own Amazon 

S3 and Google Cloud Storage. The Chaos 

Index, combined with the unique architecture 

of the Chaos Fabric, gives you the ability to 

perform direct and accelerated text search 

and relational analytics on your cloud object 

storage with no data movement or ETL.

Cost-Performance At Scale

• Fast time to insight @ 80% 
TCO savings

• Unlimited data retention; 
horizontal scaling of storage 
and compute

• Multi-model access (search 
and relational queries)

No Data Movement

• End-to-end platform from raw 
data to insights

• Your S3/GCS = your controls  
and encryption

• Granular RBAC (service, 
dataset, view, column)

• Game-changing time to value

No Behavior Change 

• End users work in their 
preferred tools

• Seamless data management

Game Changing Price/Performance  

The Chaos Index reduces the size of 

information beyond what has ever been 

achieved while still fully indexing it. Achieving 

up to 20x compression means significantly 

less storage, network, and compute resources 

required to support it. The Chaos Index 

also delivers performance, providing fast 

compression and decompression for faster, 

more reliable query response at scale. You’ll 

dramatically reduce the cost to store, index, 

search, and query data. 

Store Once, Access Anywhere 

Chaos Index is natively multi-model, so you can 

store once and access anywhere with the same 

disruptive cost-performance across teams. In 

contrast to monolithic analytics and monitoring 

tools, ChaosSearch is an API-centric, modular 

approach that integrates with log shippers, 

visualization tools, alerting, etc. so you can rely 

on the durability and availability of AWS S3 and 

GCS while integrating with tools for multiple 

analytics use cases.

No Reindexing or Sharding  

ChaosSearch allows you to index your data 

either live or retroactively at any time. Legacy 

search technologies, like Elasticsearch, require 

reindexing of data if you want to change 

the schema. Whether adding a new field, 

changing a field type, changing your mapping, 

or correcting a mapping mistake, you need to 

re-index. This is costly and tedious with a few 

hundred GBs of data, but exponentially worse 

with 10s or 100s of terabytes. And as your 

index grows you need to shard it across nodes. 

This requires capacity planning and cluster 

growth—all these moving parts demand time, 

resources, and money. 
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Chaos Fabric®
Traditional search and relational analytic solutions, whether managed on-premises or in the cloud, tightly couple compute and storage. 

This requires hours of staff time to maintain availability and frustrates users waiting for query response.

Chaos Fabric is a stateless architecture, decoupling compute and storage and providing seamless scalability and 99.999% uptime. 

Combined with the Chaos Index, your data is always available, and your users gain faster time to insights.

Chaos Refinery®
The Chaos Refinery® cleans, prepares, and virtually transforms data—allowing users to programmatically and visually interact with 

information as needed—without data movement.

Seamless Scalability 

The Chaos Fabric stateless architecture intelligently brings together 

the storage, compute and services layers and provides independent 

and elastic scaling of storage and compute for seamless scalability. 

You can eliminate cost vs. data retention tradeoffs.

Clean, Prepare and Transform Data  

No data movement is required outside of your cloud object storage. 

With Chaos Refinery, you can programmatically and dynamically 

change schema and associated data on the fly. You can visually 

interact with information as needed, without the cost or complexity 

of additional services.

Create Logical Indexes and Views 

Not only can you transform a field into multiple new fields to query 

and aggregate, but you can also adjust the schema, changing fields 

from strings to integers, allowing you to search on ranges. You can 

create an entirely new view into your data, within seconds, all 

without ever having to spend time and money reindexing your data.

Efficiently Store and Analyze JSON Files  

The JSON Flex feature allows organizations to store raw JSON 

log data and analyze it as if structured at different nested levels. 

Customers can use the Chaos Refinery to explore all JSON data 

dynamically, optimized for size and query structure.

Materialize Data 

Users can shape (i.e. remove/move) attributes, change attribute 

schema (i.e. built-in transforms), sort by multiple attributes (i.e. 

composite keys), and correlate two indexes (i.e. inner / join).

Faster Time to Insights 

The containerized nature of the architecture allows worker nodes 

to spin up and down and fail without affecting availability or the 

user experience. Compute pooling allows for defined groups of 

users or queries to have guaranteed compute resources while not 

affecting ad hoc queries. This ensures reliable query performance 

and eliminates queries from getting starved for execution time. 

The patented Chaos Cache™ is a non-memory caching system 

that returns queries in seconds at Petabyte scale

Management Simplicity 

The Chaos Fabric makes the relationship between storage and 

compute dynamic so you can add new workloads any time. Plus, 

adding or deleting compute does not require repartitioning data. 

And since your data is in AWS S3 or GCS, there is no local storage 

required. Your IT staff can focus on innovation while providing a 

better quality service to end users.
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